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Evaluating VM performance

¥ Parameters: address size, page size,
multi-level page size, TLB size,
replacement rule

¥ Performance: size of page table
(memory overhead), time to operate on
page table (CPU overhead), frequency
of page faults, average memory access

time



Page Replacement

¥ We might page fault if:
b a process is allocating new memory
b a process accesses memory swapped out to disk

¥ If there® available space in physical memory, great,
just load the page from disk

¥ Otherwise, we have to select a page and swap it out
(write page contents to disk)
¥ Two problems

b which page? page replacement rule
P managing each processQist of mapped pages



Swapping out an old page and
swapping in a new page

¥ Consult the page replacement rule to select a victim (more on
that in a moment)

b might belong to current process or might belong to another
¥ Has page been written since it was last swapped out (dirty bit)?
b if not, just deallocate the page, no need to re-write

b if so, schedule transfer (write to disk) and note block number in that
process(page table

¥ block current process until complete

¥ Look up address of page to load and schedule transfer (read
from disk)

P block current process until complete
¥ Update current processCpage table



So we need aE
Page Replacement Rule

¥ Performance influenced by which page we pick

P wouldn®want to pick one wee just going to have to
swap in again soon

P so we aim for GnactiveOpages not likely to be used in
the near future

¥ Optimal page replacement rule (OPT):
b pick the page to be accessed farthest in the future
P can®actually do this, of course

¥ Real replacement rules aim to approximate OPT
b we determine out how well they do experimentally



VM Performance

¥ Virtual memory only works with good performance if
referenced pages are likely to actually be in memory

b high penalty for page faults
¥ TLB lookup (small cost), plus
¥ Page table lookup (medium cost, a few memory references)
¥ Disk access (high cost, writing and reading)

¥ But because memory is a relatively scarce resource,
page faults will eventually occur

¥ Two factors influence whether a page is likely to be in
memory

b amount of memory
b replacement policy



Page replacement rules

¥ Page replacement must occur when we need
to load a new page in memory, but there isn®
any available memory

b pager daemon might do this pro-actively, too

¥ Significant issues:

P how well could we ever hope to do (what® the
OPTIMAL rule)?

b what rules perform well in practice?
P what® the implementation cost?

¥ Concepts useful elsewhere, too (web, file
system , etc)



Reference String

Definition: The virtual space of a process consists of
N ={1,2,...,n} pages.
A process reference string w is the sequence of pages
referenced by a process for a given input:
W=rilry...lh ...l
where r, I N is the page referenced on the k"
memory reference.

E.g., N ={0,...,5}.
wW=003455522212221100

Given f page frames,
¥ warme-start behavior of the replacement policy
¥ cold-start behavior of the replacement policy



Forward and backward
distances

¥ Definition: The forward distance for page X at time {,
denoted by d(X), is

¥ d(X) =k if the first occurrence of Xin r,,, r,,, E at
Fiage
¥ d(X)=" if Xdoes notappearinr,, r.,E .

¥ Definition: The backward distance for page X at time
t, denoted by b(X), is

by(X) = k if r,, was the last occurrence of X.
¥ b(X)=" if Xdoesnotappearinr,r,...r..

K



Paging Replacement
Algorithms

1 Random -- Vorst?Gimplementable method, easy to implement.

2 FIFO - Replace the longest resident page. Easy to implement
since control information is a FIFO list of pages.

Consider a program with 5 pages and
reference string
w=123412512345
Suppose there are 3 page frames.
w=123412512345

PF 1 111444555555
PF 2 22211111333
PF 3 3332222244
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Optimal Page Replacement
Algorithm

f we knew the precise sequence of requests for
pages, we can optimize for least number of faults

Replace page needed at the farthest point in future
b Optimal, but unrealizable

¥ Off-line simulations can estimate the performance

of this algorithm, and be used to measure how well
the chosen scheme is doing

b Competitive ratio of an algorithm = (page-faults
generated by optimal policy)/(actual page faults)

¥ Consider reference string: 123412512325



¥ Consider a program with 5 pages and
reference string
w=123412512345

¥ Suppose there are 3 page frames.

w=123412512345
PF 1
PF 2
PF 3
victim



First Attempts

Use reference bit and modified bit in page-table entry
b Both bits are initially O

b Read sets reference to 1, write sets both bits to 1

b Reference bit cleared on every clock interrupt (40ms)

Prefer to replace pages unused in last clock cycle
b First, prefer to keep pages with reference bit setto 1
b Then, prefer to keep pages with modified bit set to 1

Easy to implement, but needs additional rules to resolve
ties
Note: Upon a clock interrupt, OS updates CPU-usage

counters for scheduling in PCB as well as reference bits
In page tables



Queue Based Algorithms

¥ FIFO

b Maintain a linked list of pages in memory Iin
order of arrival

P Replace first page in queue

b Easy to implement, but access info not used
at all

¥ Modifications
P Second-chance
P Clock algorithm
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Second Chance Replacement

Pages ordered in a FIFO queue as before

If the page at front of queue (i.e. oldest page) has Reference
bit set, then just put it at end of the queue with R=0, and try
again

Effectively, finds the oldest page with R=0, (or the first one in
the original queue if all have R=1)

Easy to implement, but slow !!

T T 0 T 0
A A 49 B —4» ¢ —» D J E

¢ After Page Replacement (C is replaced)

1 0 0] 0] 0]
D —1 > E —1—> A —1> B -1 Free




Clock Algorithm

¥ Optimization of Second chance
¥ Keep a circular list with current pointer

¥ If current page has R=0 then replace, else set Rto 0
and move current pointer
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Least Recently Used (LRU)

¥ Assume pages used recently will be used again soon
b throw out page that has been unused for longest time

¥ Consider the following references assuming 3 frames
123412512325

¥ This is the best method that is implementable since
the past is usually a good indicator for the future.

¥ It requires enormous hardware assistance: either a
fine-grain timestamp for each memory access placed
In the page table, or a sorted list of pages in the order
of references.



How to implement LRU?

¥ Main challenge: How to implement this?
b Reference bit not enough

¥ Highly specialized hardware required

¥ Counter-based solution

b Maintain a counter that gets incremented with each
memaory access,

b Copy the counter in appropriate page table entry
b On page-fault pick the page with lowest counter

¥ List based solution
b Maintain a linked list of pages in memory

b On every memory access, move the accessed page to end
b Pick the front page on page fault
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Approximating LRU: Aging

Bookkeeping on every memory access is expensive
Software solution: OS does this on every clock interrupt
Every page-entry has an additional 8-bit counter

Every clock cycle, for every page in memory, shift the
counter 1 bit to the right copying R bit into the high-order bit
of the counter, and clear R bit

On page-fault, or when pager daemon wants to free up
space, pick the page with lowest counter value

Intuition: High-order bits of recently accessed pages are set
to 1 (i-th high-order bit tells us if page was accessed during I-
th previous clock-cycle)

Potential problem: Insufficient info to resolve ties
b Only one bit info per clock cycle (typically 40ms)
b Info about accesses more than 8 cycles ago lost



Aging lllustration

Clock tick

01]0010114

T Accessed in previous 8t clock cycle?
Accessed in last clock cycle?

Update upon clock interrupt

R!O‘l o |o [1]o]s

A

R bit of current cycle
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Analysis of Paging Algorithms

Reference string r for a process is the sequence of pages
referenced by the process

Suppose there are m frames available for the process, and

consider a page replacement algorithm A

b We will assume demand paging, that is, a page is brought in only
upon fault

Let F(r,m,A) be the faults generated by A

Belady® anomaly: allocating more frames may increase
the faults: F(r,m,A) may be smaller than F(r,m+1,A)

Worth noting that in spite of decades of research:

b Worst-case performance of all algorithms is really bad

b Increase m is a better way to reduce faults than improving A
(provided we are using a stack algorithm)



Effect of replacement policy

¥ Evaluate a page replacement policy by observing
how it behaves on a various reference strings.

UJ

Page fault:

No. of page frames



Stack Algorithms

¥ For an algorithm A, reference string r, and page-frames m, let
P(r,m,A) be the set of pages that will be in memory if we run A

on references r using m frames
¥ An algorithm A is called a stack algorithm if for all r and for all

m, P(r,m,A) is a subset of P(rrm+1,A)
b Intuitively, this means the set of pages that A considers relevant grows
monotonically as more memory becomes available

b For stack algorithms, for all r and for all m, F(r,m+1,A) cannot be more
than F(r,m,A) (so increasing memory can only reduce faults!)
¥ LRU is a stack algorithm: P(r,m,LRU) should be the last m
pages in r, so P(r,m,LRU) is a subset of P(r,m+1,LRU)



Thrashing

Will the CPU Utilization increase monotonically as the degree
Of multiprogramming (number of processes in memory) increases?

Not really! It increases for a while, and then starts dropping again.

Reason: With many processes around, each one has only a few pages in memory,
so more frequent page faults, more I/O wait, less CPU utilization

degr ee of
mul t 1 progranm ng

Bottom line: Cause of low CPU utilization is either too few or too many processes!



Locality of Reference

¥ To avoid thrashing (i.e. too many page faults), a
process needs @noughOpages in the memory

¥ Memory accesses by a program are not spread all
over its virtual memory randomly, but show a pattern

b E.g. while executing a procedure, a program is accessing
the page that contains the code of the procedure, the local
variables, and global vars

¥ This is called locality of reference

¥ How to exploit locality?

b Prepaging: when a process is brought into memory by the
swapper, a few pages are loaded in a priori (note: demand
paging means that a page is brought in only when
needed)

b Working set: Try to keep currently used pages in memory
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Locality

The phenomenon that programs actually use only a
limited set of pages during any particular time period
of execution.

This set of pages is called the /ocality of the program
during that time.

Ex. Program phase diagram
virtual *

address  |[---------m-mmmmmmmmmeeee-
Sof | [ xI[x] |
al | I xIx]| |
segments 3| | x| X |x|X |
2 x x| Ix]x |
U x x|l [T |

1 2 3 4 5virtual
phases time
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Working Set

The working set of a process is the set of all pages accessed by
the process within some fixed time window.

Locality of reference means that a process's working set is
usually small compared to the total number of pages it
poSssesses.

A program's working set at the k-th reference with window size h
IS defined to be

W(k,h) ={i! N | page iappears among ., -.- I}

The working set at time t is
W(t h) = W(k,h) where time(r,) #t <t(r..,)

Ex. h=4

w=123412512532

WL
11,2}/ {1,2,3,4} | {1,2,5} | |

{1,2,3} {1,2,4,5} {1,2,3,5}



Working Set

Working set of a process at time t is the set of pages
referenced over last k accesses (here, k is a parameter)

Goal of working set based algorithms: keep the working set
In memory, and replace pages not in the working set

Maintaining the precise working set not feasible (since we
don®want to update data structures upon every memory
access)

Compromise: Redefine working set to be the set of pages

referenced over last m clock cycles

b Recall: clock interrupt happens every 40 ms and OS can check if
the page has been referenced during the last cycle (R=1)

Complication: what if a process hasn®been scheduled for a

while? Shouldn®®@ver last m clock cyclesOmean @ver last

m clock cycles allotted to this processC \



Virtual Time and Working Set

Each process maintains a virtual time in its PCB entry

b This counter should maintain the number of clock cycles that the
process has been scheduled

Each page table entry maintains time of last use (wrt to the
process@ virtual time)

Upon every clock interrupt, if current process is P, then
iIncrement virtual time of P, and for all pages of P in memory,
if R = 1, update @ime of last useO field of the page to current
virtual time of P

Age of a page p of P = Current virtual time of P minus time of
last use of p

If age is larger than some threshold, then the page is not in
the working set, and should be evicted



WSClock Replacement Algorithm

¥ Combines wor
¥ Each page tab
¥ Each page tab

King set with clock algorithm
e entry maintains modified bit M

e entry maintains reference bit R

iIndicating whether used in the current clock cycle
¥ Each PCB entry maintains virtual time of the

Process

¥ Each page table entry maintains time of last use

¥ List of active pages of a process are maintained in a
ring with a current pointer



WSClock Algorithm

Current Virtual Time = 32
Threshold for working set =10

Lastuse M R
30T0T T 1 € Lastuse M R

Current 35 TOTO
A

/ \ Current A

3100 25 1] 0 5/‘ N
_ 5 311070 251110
B
E
4 v
50 101 0 18 [1J0 *
4+ 0 1010 18110
D C <—
Free C

Write to disk Scheduled



WSClock Algorithm

Maintain reference bit R and dirty bit M for each page
Maintain process virtual time in each PCB entry

Maintain Time of last use for each page (age=virtual time Dthis
field)

To free up a page-frame, do:

¥ Examine page pointed by Current pointer
b If R =0 and Age > Working set window k and M = 0 then add this
page to list of free frames
b IfR=0and M =1 and Age > k then schedule a disk write, advance
current, and repeat
b If R = 1lor Age <= k then clear R, advance current, and repeat

¥ If current makes a complete circle then
b If some write has been scheduled then keep advancing current till
some write is completed

b If no write has been scheduled then all pages are in working set so
pick a page at random (or apply alternative strategies)



