CSE380 - Operating Systems

Notes for Lecture 10 - 10/11/2007

© Matt Blaze
(some examples by Insup Lee)



Midterm

¥ All exams have been graded
b Mean: 80, Min: 47.5, Max: 98.25, Std Dev: 12.4
¥ Retrieve yours during normal office hours in
Levine 502 (Cheryl Hickey@ office) tomorrow
b starting tomorrow

¥ We were very generous with partial credit

b but if you really want a question re-graded, you
must check your exam in Levine 502; return it
iImmediately with a note describing what you think
was graded incorrectly



Where are we?

¥ To date
b OS architecture
b Mutual exclusion and interprocess communication
b Scheduling
b Deadlock

¥ Between now and next exam

b Memory
b 1/0
b File Systems

¥ After next exam
b Putting it all together: case studies
b Networking, security, related miscellanea



Operating Systems,
Hardware, and Memory

¥ Recall the two hardware features required for
multiprogramming / timesharing:

b user / supervisor mode ((rotectionQ
¥ we discussed this a bit already

P Q@elocatableOmemory

¥ Allowing programs to be ®noved aroundQ and given a
private address space

¥ Managing relocatable memory is a major part
of what an OS does



Memory Management

¥ Two basic issues for OS
b is there multitasking?
¥ will more than one program run @Gimultaneously

b what are the memory management features of the
hardware?
¥ none
¥ base registers
¥ swapping
¥ virtual memory/paging

¥ Modern general purpose computers and OSs

usually support virtual memory; specialized
hardware (cell phones, etc) might not



One process at a time
(MonoprogrammingQ

¥ Simple, right?
¥ Still a problem - where does the OS go?

b may add memory to a system
b may have to support devices with different
configurations
¥ Usual solution: OS starts at one end of
address space, user program starts at the
other

b parts of OS address space may be in ROM



Efficiency question:
Mono- vs. Multl- programming

¥ Is it more efficient (for CPU utilization)
to run many processes at a time, or to
run programs in sequential batch
mode”?

BPremember, context switching is expensive!

¥ Goal Is to maximize useful CPU
utilization by user processes

Pminimize wasted CPU time



The answer isn®obvious

¥ Intuition Is wrong: Multiprogramming Is
usually more efficient than
monoprogramming!
P even considering context switch overhead

¥ Why? Remember that processes often
need to block, e.g., when I/O occurs
btaking advantage of idle / blocking time can

more than make up for the context
switching overhead



Obvious follow-up question:

Optimum number of processes

Vi

Say each process spends 75% time waiting, how many
processes would keep CPU doing useful work all the time?

If each process spends .75 time waiting and assuming
Independence, probability that N processes will all wait at the
same time is .75N (this equals .05 for N = 10). So effective CPU
utilization is 1 - .75N

If waiting fraction is p then CPU utilization is 1 b pN

b this is only a rough estimate, but a useful estimate
Number of processes is constrained by memory

b so adding more memory can let CPU do more work



(Oversimplified) CPU Utilization:
waiting vs. # of processes

CPU utilization (in percent)

—
o
o

0]
o

o
o

NN
o

N
(@)

20% 1/0O wait

———i—

50% I/O wait

80% 1/0O wait




Why Is this useful to know?

¥ Three parameters
B number of processes
b CPU utilization
b CPU bound vs. I/O bound processes

¥ Graph tells us

b expected utilization given a number of processes
of a given type

P when it makes sense to install another CPU
P caveat: does not take into account OS overhead



Multiprogramming

¥ As soon as more than one program can be run,
things get more complicated

¥ It would be very nice If programs could be
compiled to fit in whatever part of memory they
were supposed to use, but this isn®@practical
b requires compilation for each instance of OS
b adding a new program requires recompiling everything

¥ So instead we let compilers assume they can
start at the beginning of memory and use the
hardware to really put them somewhere else



ldea 1: Fixed Partitions

¥ Memory is divided up into partitions by operator
at startup, e.g.

-----------

-----------

..........

-----------

¥ One process per partition
¥ Processes assigned a partition at load time
b loader rewrites memory addresses

wNew processes wait until an sufficiently large
partition becomes available



Fixed partitions

¥ Advantages:
b pretty simple
b requires relatively little hardware support
¥ Disadvantages
b have to decide partition boundaries in advance
b inflexible
b can be an inefficient use of memory

b have to know memory requirements in advance
(no dynamic memory allocation)



ldea 2: Base & Limit Registers
(more flexible)

¥ Basic idea: hardware support -- two special
registers (for user-mode processes)

b a base register, automatically added to each
address as it is used

b a limit register, against which all accesses are
tested

¥ going beyond the limit triggers a trap

¥ Nice idea, but requires hardware support to
do an add and compare on each access

¥ Not used by itself much anymore
b but important in conjunction with next idea



ldea 3: Swapping
(more powerful, important idea)

¥ Observation: there are two kinds of storage:

P memory
¥ expensive
¥ fast and connected directly to CPU

b disk

¥ Inexpensive
¥ slow, not directly connected to CPU
¥ It would be nice to be able to take advantage
of the disk for processes

¥ Basic idea: bring process into memory, run it
for a while, then swap it out to disk



Swapping Issues

¥ How do we relocate processes?
b this depends on the hardware
b assume some kind of relocation/protection

¥ How do we keep track of memory?
b this is the big problem for the OS!
b dynamic memory allocation among processes
P might create MolesOas programs come and go

b data structures problem; two approaches:
¥ bitmaps
¥ linked lists

b allocation problem: where to put new processes?



Data Structures for Swapping:

Bitmaps
Free: 60K ¥ Suppose memory is divided in
D: 20K chunks of 10K
Free: 20K ¥ Maintain a vector of 0/1® that
B: 50K specifies availability

Free: 30K ¥ I-th bit tells whether i-th chunk free
¥ For this example: 20 bits
O S: 20K
00000011 00111110 0011




Bitmaps pros and cons

¥ Pros:
b simple implementation

¥ Cons

P slow to search for free bits
b hard to move parts around



Data Structures for Swapping:
Linked Lists (10K Blocks)

Free- 60K | ¥ Notso bad, really!

D: 20K ¥ Each record has

Free: 20K b Process ID/ Free (H: hole)
P Start location

B: 50K

b Size (units of 10K)

Free: 30K P Pointer to Next record

0S 20k | ¥ Example@ state:

(H,2,3),(B,5,5),(H,10,2),(D,12,2),(H,14,6)



Data Structures for Swapping:
Linked Lists

Free: 60K ¥ Example state

D: 20K (H,2,3),(B,5,5),(H,10,2),(D,12,2),(H,14,6)

¥ PCB forapr n h inter in
Free: 20K CB for a process can have a pointer into

the corresponding record

B: 50K . . .
¥ When a process terminates, neighboring

Free: 30K blocks need to be examined

P so you need doubly-linked lists (with back

O S: 20K pointers)




Memory Allocation

Free: 60K

D: 20K

Free: 20K

B: 50K

Free: 30K

O S: 20K

¥ Suppose a hew process
requests 15K, which hole
should it use?
b First-fit: 30K hole
b Best-fit: 20K hole
b Worst-fit: 60K hole



Memory allocation strategies
(for swapping)

¥ Let{H |i=1,E ,n}be unused blocks and k be the
size of a requested block.

¥ First-Fit
b Select the first H, such that size(H,) > k.
b In other words, select the first block that is big enough

¥ Best-Fit

b Select H, such that size(H;) >=k and if size(H,) > k then size(H)) >=
size(H,) for all i !=].
b In other words, select the smallest block that is big enough.

¥ Worst-Fit

b select the largest block (reduce size of biggest hole)



How can we evaluate these?

¥ Analytical?
b provable properties under all workloads?

b performance under some model of
expected workload?

¥ Experimental?
b synthetic workload?
btrace-driven simulation?
P measure performance on real system?



K K K

So which one?

All could leave many small and useless holes.
Assuming 1K blocks:

Best-Fit sometimes performs better. Assume holes
of 20K and 15K, requests for 12K followed by 16K
can be satisfied only by best-fit

But First-Fit can also perform better: Assume holes of
20K and 15K, requests for 12K, followed by 14K, and
7K, can be satisfied only by first-fit

In practice (based on trace-driven simulation)
b First-Fit is usually better than Best-Fit
b First-Fit and Best-Fit are better than Worst Fit



